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ABSTRACT
We analyzed the communication patterns of Cipherbot, an educa-
tional AI chatbot that addresses validation and transparency prob-
lems in AI-student interaction, with 44 undergraduate business
students using the system. Findings show that Cipherbot delivers
information grounded in learning materials, primarily focusing
on statements of fact, with a 99% occurrence rate. Also, about a
third (31%) of Cipherbot’s messages to students contain an exam-
ple, which adheres to pedagogical best practices. However, more
than a third (36%) of Cipherbot’s communication with students
also contained traces of opinion, particularly normative statements
about how companies or individuals should behave. Cipherbot also
demonstrates some level of social etiquette, using thank yous and
apologies (7%), but it rarely engages in requests for information,
or clarifications and comprehension checks–as these categories
might be useful for student engagement, future exploration into
diversifying Cipherbot’s communication style to support learning
is required. Student feedback suggests that usability issues in edu-
cational AI chatbots comprise both communicational and technical
issues, e.g., incompleteness and redundancy–iterative testing of
prompts with student feedback could address many of these chal-
lenges. Based on our findings, we make six propositions about
students’ interaction with educational AI chatbots.
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1 INTRODUCTION
Cipherbot is an AI chatbot facilitating students’ interaction with
learning materials by integrating artificial intelligence (AI) and
cloud-based technologies. Cipherbot allows educators to upload
learning materials. Students can then inquire about any course-
related topic and receive contextualized responses based on the
provided learning materials (see Figure 1). Cipherbot exemplifies
the rise of AI in education [11] and the incorporation of Generative
AI (GenAI) into learning and teaching practices [11, 13, 23, 23].
GenAI and its subtechnologies, such as large language models
(LLMs), are rapidly transforming how students learn, shifting the
focus from documents to dialogue. This means that instead of read-
ing a textbook, students now engage with AI chatbots to learn
new concepts, engage in knowledge integration, and develop their
understanding of a given topic [25]. Historically, education has
predominantly relied on static documents such as textbooks, as-
signment sheets, presentations, and videos. The transition to a
dialogue-based approach, spearheaded by educational AI chatbots
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Figure 1: Cipherbot’s usage workflow. Teacher uploads learning materials (e.g., lecture notes, articles, textbooks), students ask
questions to learn about a topic, and Cipherbot formulates its answer based on information found from the learning materials.

enabled by GenAI and LLMs, remains understudied due to its nov-
elty. As the educational sector continues adopting AI-based tools,
techno-educational research must provide empirical evidence on
patterns observed when students use these tools in real classroom
settings.

In the big picture, the reader might ask, “Why are AI chatbots
needed in education? What problems do they exactly solve?”. While
the answers to these questions can be multifaceted, the main reason-
ing is that AI chatbots offer personalized support to learners [28].
This personalized support is seen valuable because learners vary by
their attributes such as prior knowledge, intellect, comprehension,
and so, meaning that some students require more support to un-
derstand concepts than others [4, 20, 36]. Also, students also have
varying interests, so their questions and specific learning objectives
might vary, for which personalized support is required. Human
educators are often unable to provide individual-level personalized
support due to resource limitations, which has driven interest to-
ward technology, specifically educational chatbots, as personalized
support agents [26].

However, the educational community lacks guiding principles
on effectively and responsibly leveraging these AI technologies.
First, to provide effective learning, educational AI chatbots need
to be usable [6]. By usability, we refer to the broad concept of
the chatbot being pleasurable to use and effective for the purpose
of use. Because educational AI chatbots are under development
and can involve complex technical architectures with real-time
connections to application programming interfaces (APIs), local
and cloud server resources, and so on; technical challenges can
affect students’ perceived usability of these systems. Moreover, and
perhaps more importantly, how the chatbot communicates with
the student is essential: the communication style needs to be such
that students want to engage with the chatbot. To this end, there
can be multiple challenges, like the chatbot being too formulaic or
robotic [5], unwelcoming [35], or simply lacking knowledge about
a subject to be able to answer the student’s query. While many of
these usability factors are recognized in the context of the classical

rule-based AI chatbots [30, 33], they are not well investigated in
educational AI chatbots. At the same time, it is not conceptually
clear what dimensions AI chatbots’ usability consists of and if we
can or should use traditional usability measures and concepts to
understand usability in this context [15].

It should be noted that AI chatbots are indeed a different breed
compared to traditional chatbots–they have achieved results in nat-
ural language processing (NLP) tasks that simply were not possible
before (see review in [38]), including natural language generation.
So, this increased ability to communicate fluently and accurately
given the source material is likely to transcend to the educational
context–or so it is believed. However, the body of knowledge on
the capabilities of educational AI chatbots is still developing, and
specifically, systematic research on their communication patterns is
scarce. Understanding these communication patterns is important
for multiple reasons; first, such information can help design better
system prompts that make the communication more effective. Sec-
ond, information on how students perceive chatbot communication,
as well as how those perceptions differ by student groups, can help
tailor multiple alternative communication capabilities within the
same system. Third, knowledge of AI chatbot’s communication
patterns can help the research community to map and uncover the
boundaries of this technology.

Thus, addressing this vital knowledge gap, we focus on two
research questions (RQs):

RQ1: What communication patterns does Cipherbot follow?
RQ2: What communication (and other) challenges do students

report when using Cipherbot?
By ‘communication patterns’, we refer to different utterance

types that Cipherbot outputs in its dialogue with students. We
employ the communication style taxonomy by Wahlster [34] that
involves various categories for labeling utterances (see details in
Section 3). By ‘challenges’, we refer to issues reported by students
on a weekly basis during the seven-week period of data collection.
Based on the nature of usability challenges in educational AI chat-
bots, we divide these into technical and communication challenges,
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with various subclasses identified using open coding [32] Generally,
if students find an educational system difficult or cumbersome to
use, their use of it will be negatively affected [19].

To address the RQs, we present a user study of Cipherbot among
44 undergraduate students in a Finnish university course, investi-
gating the value (and contemporary challenges) of GenAI in the
educational sector. Therefore, the current work can best be un-
derstood as a ‘user study’ of ‘user research’ in which students are
the users and Cipherbot is the technology, here representing a
state-of-the-art system of educational AI technology. Based on our
findings, we offer the following propositions concerning students’
interaction with educational AI chatbots:

• P01: Educational AI chatbot usability consists of technical
and communicational elements.

• P02: Educational AI chatbots can be highly factual and opin-
ionated at the same time.

• P03 Nature of opinions by AI chatbots err on the side of
normative or moral statements.

• P04: Educational AI chatbots commonly provide examples
to illustrate a concept.

• P05: Educational AI chatbots rarely engage in verifying
students’ learning.

• P06: Most common issues students report in AI chatbots
relate to information quality and retrieval.

These are tentative proposals, considering that we tested only
one AI chatbot. However, because Cipherbot is using OpenAI’s
GPT model, our findings are applicable to most educational AI
chatbots built on this family of models.

In summary, our study adds to the growing body of research
exploring the potential benefits and challenges of GenAI in educa-
tional settings. By presenting empirical data on student interactions
with a fully functional AI-powered chatbot designed for educational
purposes, we offer valuable insights into learners’ experiences and
perceptions. These findings are particularly relevant for educators
at the undergraduate level who are interested in incorporating AI-
driven learning tools into their teaching practices. Moreover, our
research provides useful information for developers and designers
creating and refining similar dialogue-based educational systems.
Through this work, we aim to contribute to the ongoing stream
of studies on the effective integration of GenAI technologies in
education.

2 RELATED WORK
2.1 Background
The emergence of AI technologies, such as chatbots and language
models, has generated significant interest in the field of education.
Education is potentially one of the most impactful applications of
GenAI technologies, as these technologies can influence the learn-
ing experiences of millions of students at all levels worldwide, and
this impact is already being felt. Consequently, numerous studies
have explored using AI chatbots as interactive learning tools across
a wide range of educational domains. Research has focused on at
least the following subject areas: computer science, engineering,
finance, general learning, language learning, mathematics, and prac-
tical skills training [11, 12, 21]. These studies have investigated the
application of AI chatbots in various educational settings, including

professional development, higher education, and K-12 education,
encompassing both STEM and non-STEM subjects [29].

A systematic review by Kuhail et al. [21] showed that the ma-
jority of educational chatbots employ predefined conversational
paths (cf. rules and triggers), while completely adaptive learning
approaches were less common. In contrast to these “traditional”
predefined systems, LLM-based educational AI chatbots like Ci-
pherbot offer two key advantages: (1) they are context-agnostic,
meaning they are compatible with virtually any learning context,
and (2) they do not require pre-defined rules or conversational paths.
Instead, the interaction between the educational AI chatbots and
the student is entirely based on natural language, characterized by
dialogue, conversation, and a general “ease” of having a discussion.
Overall, educational AI chatbots like ChatGPT are rapidly being
adopted by students [11, 12, 28]. However, these chatbots tend to
have two main issues: (1) their responses to student queries are
not generally rooted in course materials validated by educators
(i.e., the validation problem), and (2) the responses generally do not
indicate and provide references to source materials whose infor-
mation the response is based on (i.e., the transparency problem).
Cipherbot aims to address these two specific challenges: it uses
retrieval augmented generation (RAG) to extract information from
educator-validated materials when formulating its responses, and
it provides references to the underlying materials the response is
based on.

2.2 Educational AI Chatbots’ Usability
It may seem paradoxical that a simple system like an AI chatbot can
have usability issues, especially considering that usability is often
associatedwith screen interface elements such as buttons, dialogues,
menus, and other elements that are frequently absent from dialogue-
based user interfaces [31]. However, usability issues in dialogue
systems have been documented since the early 2000s [10]. The crux
of the matter is that these issues rarely relate to visual aesthetics
or navigation, as the interfaces to these conversational systems
are minimalistic. Instead, the usability issues in dialogue systems
often pertain to the quality of interaction and the users’ sense of
being understood [6]. Therefore, usability in these dialogue systems
most frequently refers to the user’s perception of the quality of the
conversation.

Previous studies have emphasized a chatbot’s usability in sup-
porting the learning experience. They have identified various chal-
lenges, such as inadequate training data, lack of usability, and the
need for holistic design frameworks [9, 21]. However, for modern
LLMs, inadequate training data is typically not an issue, though
most NLP development takes place in English [2]. The term “large”
in the acronym LLM refers to the billions of parameters and gi-
gabytes (or terabytes) of training data used to build these models
[3]. Despite the advancements in LLMs, it remains unclear what
constitutes good usability for an educational AI chatbot and what
types of challenges might arise in this context. As a result, usability
represents a ‘last-mile problem’ of education technology. If stu-
dents and educators do not find the systems usable, there will be
no adoption and active use. Previous findings, particularly those
related to challenges in maintaining active usage and engagement
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(a) (b)

Figure 2: Transparency in Cipherbot’s answers to student queries. (a) shows an example response from Cipherbot, where A
indicates references to learning materials from which the information is extracted and B shows the names of the materials
that are clickable links, leading to a summary of the specific learning material (b).

[37], indicate that the usability of educational AI chatbots is far
from being solved.

2.3 Pathways Toward Workable AI Chatbots
There is a clear and pressing need for cross-disciplinary collabora-
tion between designers and educators, which is embodied in the
concept of ‘pedagogical design knowledge’. Drobnjak et al. [9]
conducted a systematic review of 252 articles on using conversa-
tional agents (CAs) in education. Their findings revealed that there
is “insufficient holistic design knowledge for pedagogical CAs” (p.
1003), which might apply to both system designers and educators.
In other words, system designers might need pedagogical insights,
while pedagogical practices might need to be adjusted to accommo-
date the use of CAs. However, in practice, many AI systems might
lack in-depth understanding of pedagogical theories and instead be
technology-driven [11, 29]. It is often mentioned that LLMs simply
predict one word after another, without an innate understanding
of fields like pedagogy. At the same time, according to Holmes and
Tuomi [16], most educational AI applications are no longer spec-
ulative or at research stage, but commercially available and thus
accessible to educators worldwide. Therefore, user studies or user
research that informs the research community on real experiences
and challenges faced by students when using these systems are
called for. Our study, focusing on the communicational aspects in
real conversations between undergraduate students and Cipherbot
addresses the relationship between communication and usability
in the educational AI chatbot context.

3 METHODOLOGY
3.1 System Overview
Cipherbot (https://cipherbot.qcri.org) is an innovative LLM-
powered learning platform that integrates various technologies
to enhance students’ learning experiences. The platform stores and
indexes educational materials provided by teachers, enabling stu-
dents to ask questions and receive responses that are contextually
relevant and include citations to the source materials. Cipherbot
leverages natural language processing, optical character recogni-
tion, and vector embeddings to identify and retrieve the most per-
tinent information based on students’ queries. As of this writing,
the platform utilizes OpenAI’s GPT-4 as its underlying LLM, with
the latest version deployed in Azure. Cipherbot also incorporates
a range of open-source and commercial technologies, including
Redis Queue, Celery, Azure Storage, Azure Cognitive Search, and
Azure OpenAI Chat Completions. While the technical details of
Cipherbot’s architecture are beyond the scope of this work, our
primary focus is on reporting the results of student interactions.

Cipherbot’s core design principle is answering student queries
based on the learning materials curated by educators, setting it
apart from general-purpose systems like ChatGPT (see Figure 2).
In an educational context, it is crucial that the engagement with a
chatbot is not only natural but also factually accurate. Providing
students with accurate information is essential to avoid misleading
them [11, 37]. By grounding the dialogue in learning materials,
Cipherbot aims to mitigate the issue of hallucination [24], where
LLMs generate factually incorrect answers. Cipherbot employs
retrieval-augmented generation (RAG), an approach that locates
specific information and incorporates it as context for the LLM to
generate its response [22]. This approach allows Cipherbot tomatch
students’ learning queries with information extracted from specific
materials, ensuring the responses are based on valid information.
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Cipherbot’s primary objective is to provide students with in-
formative and contextually relevant answers that include specific
references to the background materials used to generate the re-
sponses. This design principle adheres to the critical concept of
transparency in AI systems [1]. By clearly citing the sources used
to formulate its responses, Cipherbot ensures that students can
verify the information and gain a deeper understanding of the
topic at hand. Furthermore, Cipherbot’s approach to matching stu-
dents’ queries with relevant materials and generating contextually
appropriate responses with citations aligns with the technology-
mediated learning framework [7]. This framework emphasizes
acquiring knowledge using digital tools and platforms that offer
interactive and personalized learning experiences, which, ideally,
enables students to engage with educational content in a way that
supports their learning.

In terms of usage, students are expected to reflect on the informa-
tion provided by Cipherbot and ask follow-up questions to deepen
their knowledge. This process is expected to be free of any aspect
of ‘asking stupid questions’ or losing one’s face, as the communica-
tion remains private between the student and Cipherbot (to clarify:
the exchanges are analyzed for research but without considering
the identity of a given student). Cipherbot is expected to provide
factual information to the students while providing references to
specific learning materials. Cipherbot is expected to remain neutral
and simply convey information.

3.2 Participants
The participants in this study were undergraduate students enrolled
in a business course focused on managing online platforms. The
course had 81 enrolled students. Of these, 65 (80.2%) agreed to
participate in the study. Of these, 44 (67.7%) used Cipherbot to send
at least one message (Min = 15, Max = 401, M = 183.4, Median =

199.5, SD = 79.8 messages sent to Cipherbot by students). (More
information on student engagement is reported in related work
[27].) The majority of the students (n = 27, 61.4%) were pursuing
business majors, primarily marketing, while the remaining students
(n = 17, 38.6%) were studying communication. The study sample
consisted primarily of Finnish students (n = 36, 21.8%), with less
than a fifth (n = 8, 18.2%) non-Finnish exchange students. The
average age of the participants was 22.8 years (SD = 2.9). Regarding
gender distribution, the sample included 37 females (84.1%) and 7
males (15.9%).

Participation in the study was voluntary, and no extra credits
or direct benefits were offered to the students. The researchers
informed the participants that the purpose of the study was to eval-
uate an AI tool, emphasizing the significance of such evaluations in
improving educational quality. All participants provided informed
consent before taking part in the study. The researchers assured the
students that no personally identifiable information would be used
in the analysis and that access to their data would be restricted to
the research team.

The course was conducted over a seven-week period and was
organized into weekly themes, referred to as learning cycles (LCs).
As the course progressed, the LCs gradually increased in complexity
and advanced to more sophisticated topics. For each LC, students
were instructed to spend approximately 30-60 minutes interacting

with Cipherbot, seeking its assistance in answering the learning
questions provided in a spreadsheet. This interaction was supple-
mentary to the students’ engagement with the course materials (i.e.,
course textbook, videos) available on the Moodle platform. The
idea was, according to the logic of the from-documents-to-dialogue
concept, that students can engage with Cipherbot to learn impor-
tant knowledge components. This was not implemented in “instead
of textbook reading” basis but “in addition to textbook” basis, so
the students used Cipherbot to strengthen their learning – they
were expected to nonetheless read the textbook to prepare for the
exam. Moreover, the idea with the learning questions was that the
educator had defined learning goals for each week and the learning
questions were consistent with these goals.

To ensure an accurate assessment of Cipherbot’s impact on their
learning, students were instructed to refrain from using any other
AI tool (e.g., ChatGPT) throughout the course. This was controlled
by removing participants who indicated using an AI other than
Cipherbot, based on a post-course survey. Because no student
among the ones using Cipherbot indicated using another AI tool,
none were excluded from this study.

3.3 Data Collection and Annotation
Messages, including those sent by students to Cipherbot and Cipher-
bot’s responses, were automatically logged by Cipherbot’s built-in
analytics module. During the seven weeks, the students sent 8077
messages to Cipherbot, and Cipherbot responded to each message,
yielding another 8077 messages, the total number of messages there-
fore being 16,154. For RQ1, we focus on a randomly selected subset
(n=300) of these messages–a subset because manually coding the
whole dataset would be extremely laborious and probably would
not change the findings much, as a pattern can often be established
with a reasonably large sample size.

To address RQ1, we mobilized categories from VERBMOBIL, a
framework focused on translating spoken language [34]. The frame-
work involves a set of labels for annotating dialogue acts in tran-
scribed conversations. The purpose of these labels is to understand
the structure and intention behind segments of dialogue. We em-
ployed eight categories from the VERBMOBIL framework (see Table
1). Two coders annotated a sample of the prompt-response pairs
(prompts were messages from the students to Cipherbot, and re-
sponses were Cipherbot’s replies). Coder 1 annotated 300 pairs
using the definitions in Table 1 as guidelines. Coder 2 indepen-
dently annotated 30 pairs for interrater agreement calculation. The
results indicate high percentage agreement (82.54%) and moderate
Fleiss’ Kappa agreement (k = 0.41).

For RQ2, we focus on students’ feedback on Cipherbot, which
was asked in weekly surveys asking, among other things, about
system usability and any potential challenges they observed. We
combine the students’ open-ended feedback into a spreadsheet for
analysis, collecting 208 text responses (on average, 4.7 per student,
and yielding a 67.5% response rate given 44 students and seven
weekly surveys). Addressing RQ2, we used open coding. The
goal of open coding is to identify, name, categorize, and describe
phenomena found in the text [32], which is what we did. We asked
the students to write up any issues they observed when using
Cipherbot. This was done each week. The obtained responses were
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Table 1: The VERBMOBIL categories employed in our study.

Category Definition

Greetings These are dialogue acts used at the beginning or end of conversations. They include
salutations like “hello” and parting phrases like “goodbye.” Greetings are important for
establishing and closing communication in a polite manner.

Requests for Information This category encompasses any dialogue act where the speaker is seeking information from
the other party. It includes asking for clarifications, specific details, or any other inquiries
that require a response with information.

Offers and Suggestions Offers are proposals made by the speaker to provide something, while suggestions are
recommendations for a course of action. These dialogue acts are key in negotiations and
planning within conversations.

Thank Yous and Apologies This category includes expressions of gratitude (“thank you”) and apologies. These dialogue
acts are essential for maintaining politeness and addressing social norms within
conversations.

Confirmations and Disconfirmations Confirmations are used to affirm or verify information or proposals, indicating agreement or
correctness. Disconfirmations, on the other hand, deny, correct, or refute previously
mentioned information or assumptions.

Statements of Fact These dialogue acts convey information that the speaker believes to be true and factual.
They are used to share knowledge or assert truths within a conversation.

Opinions Unlike statements of fact, opinions express personal beliefs, preferences, or evaluations.
They reflect the speaker’s subjective viewpoint rather than objective facts.

Clarifications and Comprehension Checks This category includes dialogue acts where the speaker requests further explanation or
verification to ensure understanding. It also encompasses efforts to clarify one’s own
statements to prevent or resolve misunderstandings.

compiled into a spreadsheet and the lead author carefully read them
while assigning descriptive labels (i.e., codes) based on interpreting
the meaning of each feedback. Two levels of codes were used: main
level which was a broader category of issues (e.g., communication)
and sublevel, which described in greater detail the type of issue
observed (e.g., incompleteness). When the number of labels in a
given category became large, the lead author then merged them to
form themes based on the similarity of the labels. The labels and
themes, along with their frequencies, can be seen in the following
section.

4 FINDINGS
4.1 RQ1: What communication patterns does

Cipherbot follow?
Cipherbot’s communication style tends to be factual (see
Figure 3), with statements of fact appearing in almost
all of its messages (n=296, 98.67%). These mostly relate
to defining concepts (see underlined parts in the example):
“A business model refers to the overall approach a company
takes to generate revenue and create value, including ele-
ments such as the target customer, value proposition, key
resources, and distribution channels [2]. On the other hand,
a revenue model specifically describes the different ways a
business will generate income [1]. It is just one of many
building blocks within a business model, and it is tightly
connected to all the other elements [1]. (. . .)”. The cases where
Cipherbot did not present a factual statement (n=4, 1.33%) related

to empty responses (n=2, 50%) and other inabilities to answer (n=2,
50%).

Interestingly, though factual statements are the most dominant
category, the second most prevalent category is opinions (n=107,
35.70%). This is almost exclusively because of normative state-
ments1 made in Cipherbot’s responses: “Additionally, power
imbalances and blurred lines between intermediary and em-
ployer can lead to exploitation and a lack of worker control.
Therefore, while platforms can increase efficiency, it is impor-
tant to consider and address their potential negative effects
on society.”

These results indicate that, somewhat paradoxically, Cipherbot
merges facts and opinions. This can be explained by Cipherbot’s
common argumentation style, which is to first present factual state-
ments and then conclude with a normative (opinionated) sugges-
tion. Consider the example (factual statements bolded, opinions un-
derlined): “Reputation systems matter for transaction-based
platforms because they can help to ensure trust between the
parties involved in a transaction [1]. Reputation systems
are a form of feedback loop that allows users to rate each
other based on their experiences. This feedback can be used
to build trust between buyers and sellers and other platform
participants. Reputation systems can also help to reduce
transaction costs and create new markets [2]. However, if
not architected well, reputation systems can lead to increas-
ingworker inequality [1]. Therefore, it is important for platforms
to be careful when designing reputation systems, to ensure that

1In the coding, we considered all normative statements (“should”, “need to”, “it is
important”) as opinions rather than facts.
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Figure 3: Cipherbot’s communication markers. “Yes frequencies” in the y-axis indicate the number of occurrences.

they are fair and equitable for all users [1].” In this example, ‘fair
and equitable’ sounds like a noble goal. However, in a business
context, the organization’s goal might not be the creation of fair
and equitable systems but, in fact, to maximize its profit (this is the
classic shareholder argument as to why firms exist [17]). We cannot
say fairness is wrong, but we also cannot say it is an objective. So,
in the course context, this argument is an opinion.

To probe further into this matter, we conducted a co-occurrence
analysis by computing how many times each pair of categories oc-
curred simultaneously (i.e., in the same message). The occurrence
analysis shows that two combinations took place more than 10%
of the time: ‘Statements of fact’ and ‘Opinions’: 107 (35.7%), and
‘Confirmations and disconfirmations’ and ‘Statements of fact’: 33
(11.0%). So, even though Cipherbot had a high opinion rate (more
than one third of its responses contained an opinion, 36%), there is
an alleviating factor which is that every time Cipherbot presented
an opinion, it also presented a fact (this can be seen from the fact
that the opinions’ co-occurrence rate with facts is the same as the
occurrence rate itself). More specifically, its opinion was a nor-
mative statement based on interpreting facts, as illustrated above.
Conversely, Cipherbot does not present an opinion most of the
time; it represents facts–the fact presentation is a highly dominant
characteristic (99%), and approximately two times out of three, a
statement of fact is made without following up with an opinion.

Moreover, the relatively strong co-occurrence between state-
ments of fact and confirmations and disconfirmations indicates
a pattern of communication in which Cipherbot either corrobo-
rates (“Yes, platforms tend to have a higher ratio of revenue
per employee compared to non-platform firms [1][2]. This

is because platforms are designed to facilitate interactions
between multiple communities, rather than focusing on op-
timizing a linear value chain [1]. (. . .)”) or refutes (“No, a plat-
form does not necessarily need to own the resources it makes
use of. As mentioned by Tom Goodwin in [1], ‘Uber, the
world’s largest taxi company, owns no vehicles. Facebook,
the world’s most popular media owner, creates no content.
Alibaba, the most valuable retailer, has no inventory. And
Airbnb, the world’s largest accommodation provider, owns
no real estate.’ Instead, these companies rely on external
resources provided by the community. (. . .)”) information in a
student’s question and backing its argument with a factual claim
rooted in the study material.

Concerning the other categories, confirmations and discon-
firmations (n=33, 11.0%) dealt with corroborating (“Yes, network
effects can be measured. According to one of the retrieved docu-
ments, network effects are critical generators of value in platform
businesses [2]. (. . .).”) or refuting (“No, a platform does not neces-
sarily need to own the resources it makes use of. (. . .)”) information
in a student’s question. We observed that in these cases, Cipherbot
tends to start with a pattern of “Yes, . . .” or “No, . . .”, depending on
whether it is confirming or disconfirming the information. We thus
searched for these patterns among the whole dataset of Cipherbot’s
answers and found that Cipherbot is slightly more likely to confirm
(n = 392, 4.9%) than disconfirm (n = 273, 3.4%) students’ questions.
We cannot conclude whether this behavior is biased or not without
knowing if the questions themselves contained factually correct or
incorrect information, clarifying which we leave for future work.
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Offers and suggestions dealt (n=28, 9.33%) with suggestions
of improving the prompt or retrying the information request: “The
retrieved documents do not provide information specifically related
to how system development kits (SDKs) are related to platform
growth or any examples. As a teaching assistant, I would suggest
you refine your query or provide a different question that is more
closely related to the information available in the documents.”

Similarly, thanks yous and apologies related to errors (n =

22, 7.33%) (“I’m sorry, but I could not find any relevant documents
to answer your question. Can I help you with anything else?”);
interestingly, all of the occurrences were about apologizing, none
was about Cipherbot thanking the user. So, Cipherbot is more
apologetic than thankful.

Request for information (n = 5, 1.67%) related to Cipherbot
needing additional inputs from the student: “The retrieved docu-
ments do not provide information specifically related to how system
development kits (SDKs) are related to platform growth or any ex-
amples. As a teaching assistant, I would suggest you refine your
query or provide a different question that is more closely related
to the information available in the documents.” A relatively low
rate in this category can be seen as a positive sign because it im-
plies Cipherbot can address most queries without needing to ask
for more information. This is a desirable trait for the efficiency of
communicating with students. To this end, Cipherbot seems to be
more of an information provider than a seeker.

Clarifications and comprehension checks (n= 3, 1%) related
to inability to find information, whereupon Cipherbot asked for
clarification: “I’m sorry, but the retrieved documents do not provide
enough information to answer your question. Could you please
provide more context or clarification about what you mean by
‘value unit’? Alternatively, you could ask another question that I
may be able to help you with based on the retrieved documents.”

The low greeting rate (n =1, 0.33%) might suggest that Cipherbot
prioritizes functionality over social niceties. This is certainly the
case, and the overall style is factual with some degree of politeness;
yet, this category’s frequency is somewhat misleading in the sense
that greetings happen in the first message (“Hello! I’m an AI-
powered teaching assistant here to help you with any questions
you have. How can I assist you today?”) and here we assessed a
random sample of messages of which many take place in the middle
of the conversation. In any case, Cipherbot is focused on efficient
and effective (functional) communication.

Finally, we calculated the frequency of example terms (‘example,
‘for instance’, ‘e.g.’, ‘like’, ‘likes of’) and found that example terms
appear in 30.99% (n = 2503) of Cipherbot’s answers. In other words,
almost a third of the answers contain an example illustrating a
business principle conceptually (“(. . .) Additionally, platforms
need to consider the quality of their users, as not all users
are equally valuable. For example, some users may be free
riders ormay engage in negative behaviors that harm the plat-
form’s ecosystem (. . .).”) or through real people and organizations
(“Yes, it is possible to start marketing a platformwithout first
building it. (. . .) For example, when Aaron Patzert wanted to
build Mint.com, he hired a marketer before they even had a
product. (. . .) In addition, Elon Musk sold $1 billion worth
of Model 3 cars before anyone even touched a car through a
prototype and building hype [1]”). This behavior is promising,

as giving examples is considered an effective pedagogical technique
[39].

4.2 RQ2: What communication (and other)
challenges do students report when using
Cipherbot?

Overall, 208 responses were obtained on the open-ended form
field, “Please write here any issues you observed with Cipherbot.”
These were collected over the course of the seven weeks. The
responses were manually categorized by the lead author based
on the presence and type of issues encountered (see Table 2 for
summary statistics). The majority of interactions (58.7%, n=122)
were found to have no issues (e.g., “I had no issues.”, P17, Week
1). Among the interactions with issues, 26.4% (n=55) were related
to communication problems, 13.9% (n=29) were due to technical
difficulties, and 1.0% (n=2) involved feature-related concerns.

A closer examination of the 29 interactions that encountered
technical issues (see Table 2) revealed that the most common prob-
lem was non-responsiveness (41.4%, n=12), followed by slowness
(34.5%, n=10). Crashing accounted for 17.2% (n=5) of the technical
issues, while user interface problems were relatively less frequent
(6.9%, n=2). These results suggest that efforts to improve the re-
sponsiveness and speed of the conversational AI system, as well as
reducing instances of crashing, could substantially mitigate tech-
nical issues and enhance user experience. Concerning slowness
issues, this would need further investigation to determine if it was
system or network related.

Concerning communication issues, 15 codes were created by the
lead author in an inductive coding process. These were divided
into four broader themes (see Table 3). Information Quality and
Retrieval (n=30, 54.5%) issues relate to the ability to find relevant,
accurate, complete, and balanced information. Communication
and Comprehension (n=14, 25.5%) issues related to understanding,
fluency, translation, and repetition in communication. Trust and
Consistency (n=6, 10.9%) issues related to the trustworthiness and
consistency of the information provided. User Interaction (n=5,
9.1%) issues related to prompting and personality in user interac-
tions.

A closer examination of the 29 interactions that encountered
technical issues revealed that the most common problem was non-
responsiveness (41.4%, n=12), followed by slowness (34.5%, n=10).
Crashing accounted for 17.2% (n=5) of the technical issues, while
user interface problems were relatively less frequent (6.9%, n=2).

We also present illustrative quotes from the participants. Con-
cerning technical issues, Non-responsiveness dealt with the system
not being accessible (“The site showed an error during the conversa-
tion/asking process and I was not able to continue using it despite
refreshing the page and logging out and in again. The bot worked
normally the next day though.” (P28, LC2)). The responsiveness
was not stable but at times required students to retry (“It didn’t
work at first. The same thing has happened three times when I’ve
been using Cipherbot with my mobile phone.” (P27, LC3)), which
some of them did not do and thus the downtime affected their use
of the system negatively (“Every time I had problems with opening
the chat and the whole website would not respond. Sometimes it
stopped responding even after it had started working so sometimes
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Table 2: Coding of the open-ended answers concerning issues observed by students in Cipherbot.

Type N %

No issues 122 58.7%
Communication 55 26.4%
Technical

• Non-responsiveness (n=12, 41.4%)
• Slowness (n=10, 34.5%)
• Crashing (n=5, 17.2%)
• User interface (n=2, 6.9%)

29 13.9%

Features 2 1.0%
Total 208 100%

Table 3: Communication issues breakdown (N=55).

Information Quality and
Retrieval

Communication and
Comprehension

Trust and Consistency User Interaction

- Inability to find answer: 22
(40.0%)
- Misinformation: 2 (3.6%)
- Informativeness: 1 (1.8%)
- Precision: 1 (1.8%)
- Irrelevancy: 1 (1.8%)
- Incompleteness: 1 (1.8%)
- One-sidedness: 2 (3.6%)

- Comprehension: 9 (16.4%)
- Translation: 1 (1.8%)
- Repetition: 4 (7.3%)

- Trust: 3 (5.5%)
- Inconsistency: 3 (5.5%)

- Interaction fluency: 2 (3.6%)
- Prompting: 2 (3.6%)
- Personality: 1 (1.8%)

N=30 (54.5%) N=4 (25.5%) N=6 (10.9%) N=5 (9.1%)

I ended up doing half of the questions without Cipherbot instead of
fighting it since I was able to remember a lot of the info anyway.”
(P32, LC7)).

Slowness appeared in having to wait till Cipherbot provided the
answer (“Sometimes Cipherbot was a little bit slow.” (P12, LC1), es-
pecially over longer usage sessions (“When you used Cipherbot for
a long time it started to slow down.” (P15, LC1)). As a workaround,
some students refreshed the page which seemed to address this
issue (“This week Cipherbot was slow and it needed to restart many
times before it answered questions.” (P02, LC5)).

Crashing can be considered among themost severe system usabil-
ity issues because it prevents the usage altogether. Several reports
of crashing took place in different weeks (“I have sometimes issues
with Cipherbot website. Sometimes it crashed without reason and
it is not findable” (P02, LC1); “the site crashed on more than one
occasion” (P05, LC2); “lot of time its crashed and doesn’t give any
answers” (P23, LC7)).

User interface (UI) issues dealt with confusion on accessing the
background materials; access was provided, but this was not always
clear to the students (“When the AI mention the quotes in the videos
is difficult to understand at what videos it refers” (P28, LC7). Also,
there was an issue with using search (“I noticed repeatedly some
bugs while clicking in the search bar” (P01, LC5)).

Concerning communication issues, Comprehension issues re-
lated to factors like the lack of contextual awareness (“Cipherbot
didn’t understand to connect two questions to one conversation.”

(P04, LC1); “I’ve noticed there’s sometimes difficulties to understand
the context if I ask follow-up questions.” (P20, LC3)) and inability
to deal with grammatical errors in the input (“On some occasions
it was difficult for the bot to understand the question if there was
a minor grammar mistake.” (P36, LC1)). In some cases, Cipherbot
could not find an answer to the student’s question (“There was 1-2
questions that the Cipherbot wasn’t able to answer.” (P25, LC1);
“The chatbot was not able to provide answers to all questions.” (P22,
LC2)).

The repetition manifested as providing highly similar outputs
than previously (“As I asked more specific questions about my prior
ones, Cipherbot almost answered with the same paragraphs and
gave no further information about the specific question asked.” (P18,
LC1); “On some chats it repeated same things again even though I
reframed the question/asked for clarification.” (P27, LC1); “Chatbot
couldn’t find the materials to some questions and repeated same
answers even if I tried to ask clarifications.” (P10, LC5)).

Concerning Misinformation, a student noticed erratic behavior
when Cipherbot changed its opinion upon being questioned (“There
was one occasion when I noticed it was lying to me. It was giving
me examples of infrastructure platforms and when I asked why
they were infrastructure platforms, it said they were not.” (P33,
LC1)). Some students also had trust issues with Cipherbot (“The
information for some questions that I gave to Cipherbot still had
to be well reworked behind to know if it was right.” (P34, LC1);
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“Wikipedia as a source was interesting in one question asWikipedia
is not a reliable source.” (P17, LC3)).

Interaction Fluency appeared as an issue of general uneasiness
perceived when interacting with Cipherbot (“it is a bit difficult to
have a smooth interaction with Cipherbot” (P11, LC1); “sometimes
it is hard to have a conversation with the bot.” (P01, LC3)). Cipher-
bot’s personality was seen problematic by one student (“Chatbot’s
personality could be even friendlier. At times it seemed too robotic.”
(P35, LC7)). Students also recognized their own role in successful
interaction through Prompting (“No major issues, some misinter-
pretations caused by false langue.” (P25, LC4)).

The students also expressed issues with Informativeness (“The
bot was not as informative as other AI chatbots.” (P35, LC1)), Trans-
lation (“It couldn’t translate any words from English to Finnish.”
(P19, LC1)), Precision (“Doesn’t always give as precise answers as
you would hope.” (P24, LC2)), Irrelevancy (“there was one question
where it seemed to give non-relevant info.” (P17, LC4)), Incom-
pleteness (“It wasn’t able to retrieve all the information.” (P14,
LC5)), Inconsistency (“Sometimes Cipherbot says that it doesn’t
have the answer but when I ask the same question later again, it
has an answer.” (P09, LC5)), and One-sidedness (“the answers are
good as long as you understand it but when you don’t understand
something, it can’t explain it any better.” (P16, LC7)).

5 DISCUSSION
5.1 Discussion of Findings
Based on our findings, Cipherbot has high fact orientation: it pre-
dominantly communicates by making factual statements. However,
it also often includes a normative statement about a topic that can
be interpreted as an opinion rather than a fact. So, it also has a
relatively high normative orientation. Most commonly, Cipherbot’s
answer first argues in a factual manner and concludes with a nor-
mative statement. This normativity has also been observed by other
scholars: for example, Cooper and colleagues [8] voice a concern
over LLMs imposing claims with high confidence: “as it currently
stands, ChatGPT runs the risk of positioning itself as the ultimate
epistemic authority, where a single truth is assumed without a
proper grounding in evidence or presented with sufficient qualifi-
cations.” This aspect is problematic because, as we mentioned in
Section 3.1, Cipherbot is expected to remain a neutral information
conveyer.

In terms of social awareness, Cipherbot commonly apologizes
when unable to address a student’s query. In these cases, it tends
to offer suggestions to revise the prompt or otherwise improve the
chances of getting a response. When asked a question that contains
a loaded claim or asks for confirmation, Cipherbot is able to answer
naturally by providing confirmation or disconfirmation. So, these
abilities exhibit communicative versatility.

In contrast, Cipherbot does not confirm students’ learning or
pose questions back to the student unless it cannot address the stu-
dent’s query. This implies that there is a need for pedagogy-informed
prompt development to optimize Cipherbot’s communication style
toward giving feedback and encouraging the student to continue
learning.

In terms of communication, most issues are related to informa-
tion quality and retrieval, with inability to find a specific answer

being the primary concern. On the one hand, it is a positive sign
that an educational AI chatbot like Cipherbot can admit to not
finding an answer rather than inventing one (i.e., the so-called
risk of hallucination [18]). On the other hand, this emphasizes
the need for educators to upload a comprehensive set of materials
when employing AI chabots like Cipherbot that draw their answers
strictly from the learning material. This is the trade-off relative to
general chat tools like ChatGPT: ChatGPT could likely answer all
student questions, but it would do so using material not verified
by the educator, which risks problems in accuracy and remaining
on course topical scope. So, educators need to provide adequate
source materials to cover many possible questions that students
might have for Cipherbot.

Moreover, actual communication issues relating to comprehen-
sion (e.g., not understanding students’ prompts or not providing
answers that make any sense) appear to be rare instances. More-
over, apart from minority instances, trust in Cipherbot’s answers or
its personality style did not raise major concerns (both in the range
of 10% or below of coded instances). So, Cipherbot is generally
effective at interpreting student queries.

5.2 Practical Implications for Educators and
Developers

For educators, themain implication is that Cipherbot appears usable
already in its current state. It communicates with students in a
logical and compelling manner, rarely making mistakes. So, from
our perspective, it appears “safe” to deploy in real classes depending
on the content. Naturally, this requires additional thinking on the
educator’s part, including reflection on the following questions for
Cipherbot implementation in real courses:

• How is Cipherbot integrated? E.g., as compulsory or
optional learning support. Either approach is possible, but if
educators are specifically looking for feedback on the tool,
making Cipherbot a compulsory part of course taskings can
provide more feedback than integrating it as “extra work”
for students.

• Do students use Cipherbot alone or in teams? We rec-
ommend allowing individual use due to the personalized
nature of Cipherbot, though it can also support teamwork
where students divide the work into individual parts.

• Are there specific activities or tasks that students
should and should not use Cipherbot for? For example,
we recommend using it for tasks like concept definition and
deeper topic understanding. We do not recommend using
it for writing the answers on students’ behalf. This helps
mitigate the general concern that AI-based tools decrease
students’ critical thinking [14]. We encourage educators
using Cipherbot to adequately inform the students that Ci-
pherbot is meant to help, tutor, and assist in learning, not to
do the student’s thinking and writing. The educators ought
to employ appropriate mechanisms to prevent academic dis-
honesty Cipherbot (and other tools like it), including physical
exams where no access to AI is given.

• Does the educator provide guiding questions for the
students? We recommend providing some guiding ques-
tions for the students to get started. This is because students
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might struggle to get started, as they do not know what they
do not about the study topic. “Seed questions” provided by
the educator can help get started with Cipherbot and Cipher-
bot’s provided follow-up question options can then further
help student engagement with the learning material. In our
experience, it is not safe to presume that “just because it’s
chat, it’s easy to use”. Rather, though students of course
know how to use a system like Cipherbot (i.e., by typing),
they do not necessarily know what to type.

• Is specific training required? Though Cipherbot has some
generic help materials, including an explainer video, we
recommend that each educator employing Cipherbot would
record or write their own instructions that are specific to
the course in question, providing specific examples in which
Cipherbot can be used, as well as outlining the rules for its
proper use. As these are course-specific, educators must still
see the effort of properly assisting students in Cipherbot’s
usage (the same applies to any educational AI tool).

For developers, Cipherbot’s communication and system design
provide additional implications. Generally, Cipherbot commu-
nicates well. On the other hand, its communication style could
be more diverse. For example, clarifications and comprehension
checks could take place more frequently to enable verification of
students’ understanding of the topical matter. This would involve
an end-to-end loop of student asking, Cipherbot answering and
then verifying the student has understood. Currently, this happens
rarely and focuses on lacking information rather than purposeful
verification of learning. Furthermore, there appear to be technical
glitches that should be addressed to ensure continuous accessibility
and availability. More broadly, these highlight the fact that AI-
based educational chatbot systems tend to be fairly complex–the
LLM part is not the only consideration for their design, but they
require multiple different engineering approaches, ranging from
databases and analytics to other algorithmic support systems.

5.3 Limitations and Future Research
These findings indicate positive qualities in educational AI chatbots’
ability to communicate with students. Nonetheless, the reader
should be aware of certain limitations.

Firstly, future research should involve larger samples to provide
more generalizable findings. There is a need to replicate these
findings in other educational settings, such as different courses,
subjects, and even countries. More research on the stability of
educational AI chatbots’ communication patterns across human
factors like culture, gender, and age is direly needed.

Second, while we considered the variability and patterns in Ci-
pherbot’s communication style, we did not specifically analyze
students’ communication patterns with Cipherbot. Naturally, com-
munication follows the sender-recipient (i.e., encode-decode) para-
digm, so viewing this communication in a dualistic, two-way unit
of analysis would provide additional insights into communicational
factors surrounding AI-student interaction. It would also be in-
teresting to investigate how tools like Cipherbot affect students’
AI literacy: How do students “survive in the wild” (e.g., when in-
teracting with GPT-4 or other GenAI tools) after interacting with
education-adjusted AI chatbots?

Third, future research could analyze the long-term effects of
educational AI chatbots on students’ perceptions and behavior. For
example, it is possible that students adapt their behavior, accom-
modating to challenges posed by this educational technology. We
already saw it in some fashion in the feedback where students
stated they refreshed the page multiple times to get Cipherbot
working. Similarly, the perceptions of the utility of this technology
can change over time–previous research has reported that students’
appraisals may decrease once the novelty effect wears out [37], but
it is also possible that students learn to use the technology better
over time, extracting more value from it and perceiving it as more
useful.

Fourth, when interpreting Cipherbot’s behavior, we must bear
in mind that its LLM is based on OpenAI’s GPT models. Therefore,
these models’ general tendencies are inherited from Cipherbot’s
communication style to some extent, although Cipherbot’s own
system prompts also affect the communication patterns. Varying
the system prompts systematically and testing alternative LLMs
(e.g., Google’s Gemini, Anthropic’s Claude) pose natural follow-up
study directions. These systems have different system prompts and
guardrails, so their communication styles differ.

Fifth, as mentioned, aside from the underlying LLM’s system
prompt, Cipherbot’s communication style is naturally affected by
its own system prompt. Therefore, systematic testing of the effect of
modifications in Cipherbot’s system prompt on its communication
style is needed.

Sixth, Cipherbot’s answers depend on the learning materials.
When information cannot be found in the learning materials, Ci-
pherbot will not provide a substantial answer, even if the under-
lying LLM would have valid information on the topic (which is
not grounded in the learning materials). There could be a way of
relying on the LLM’s general information while indicating to the
students that this information has not been validated by the course
educator. Overall, there is a need for studying alternative strategies
to handle this out-of-learning-materials problem.

Seventh, GenAI has sparked ethical concerns among educators
[11]. A key ethical issue with using Cipherbot is whether students
might simply copy its responses for their assignments, which is
unethical, or whether they would use the answers to actually ad-
vance their learning, which is considered ethical. Addressing this
risk is still unresolved and remains a general challenge of educa-
tional AI tools. Overall, the use of AI in education may, at worst,
lead to superficial learning habits and diminish students’ social and
critical thinking skills, which the educational community definitely
does not desire. Therefore, mitigating these risks is a key area
for future research. This concern, shared across the educational
technology community [11, 37], emphasizes the fact that systems
like Cipherbot are quickly moving from conceptual analysis into
actual classroom settings, thereby requiring practical guidelines for
implementation.
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