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ABSTRACT

Although deepfakes have a negative connotation in human-
computer interaction (HCI) due to their risks, they also involve
many opportunities, such as communicating user needs in the form
of a “living, talking” deepfake persona. To scope and better un-
derstand these opportunities, we present a qualitative analysis of
46 participants’ think-aloud transcripts based on interacting with
deepfake personas and human personas, representing a potentially
bene [cidl application of deepfakes for HCI. Our qualitative analy-
sis of 92 think-aloud records indicates [vd central user deepfake
themes, including (1) Realism, (2) User Needs, (3) Distracting Prop-
erties, (4) Added Value, and (5) Rapport. The results indicate various
challenges in deepfake user perception that technology developers
need to address before the potential of deepfake applications can
be realized for HCI.

CCS CONCEPTS

* Human-centered computing ¥ Human computer interaction
(HCI).
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1 INTRODUCTION

Human-computer interaction (HCI) is a [edted by Arti [cial Intelli-
gence (Al) as more and more information systems are integrating Al
components, impacting various aspects of people’s everyday lives
[58]. The remarkable progress of Al technologies, often leveraging
machine learning (ML) innovations, has introduced opportunities
for empowering users in all sectors, including consumer-oriented
information systems [2, 7, 10, 18], and professional domains like
medical informatics [68]. One of the promising technologies for
enhancing user interaction with information systems is deepfake
technology, which creates photorealistic human representations,
typically in the form of videos [45].

While much research on deepfakes has thus far focused on their
risks and negative implications, such as manipulation, misinforma-
tion, and fake news [19, 22, 38], it is also important to acknowledge
deepfakes’ positive opportunities for HCI [15, 45]. Deepfake avatars
or personas could enhance multiple aspects of user experience (UX),
such as improving avatar quality in Metaverse applications [65],
increasing the realism of customer service and sales agents from
chatbots to immersive agents, and acting as human replacements to
educate or inform people about various topical matters. Therefore,
deepfakes can provide instrumental value in improving user self-
expression and interaction quality between organizations and their
customers, as well as potential other bene [Islfor design; for exam-
ple, through the creation of personas, i.e., [ciitious presentations
of various user groups of interest [13, 28].

However, a central antecedent to realizing these potential bene-
[1slis that the deepfakes are experienced positively by the end-users.
If users [nd deepfakes, for example, scary, dull, or creepy - as per
the uncanny valley e [edt [42] - then users would likely resist adopt-
ing and using the deepfakes and instead prefer other interaction
techniques. Therefore, how users perceive deepfakes is a central com-
ponent in integrating deepfakes into real information systems. Alas,
we still know little of this important human factor, so deepfake user
perception requires more research than what is currently available
in HCI literature. Without empirically oriented research informing
us of the crucial dimensions of how deepfakes are perceived and
why, it is di Cculk to ascertain the pros and cons of implementing
deepfakes in real information systems towards positive net e [edts
for UX and organizations interested in integrating deepfakes into
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their o Cerings. Hence, user studies focused on user perception of
deepfakes are needed.

To this end, our study aims to address this knowledge gap by
exploring central themes in users’ deepfake user perception. We
focus on the research question, “How do people perceive deepfakes
for a design task?”. To address this question, we conduct an exper-
imental study with 46 participants in a lab setting. We apply the
think-aloud method [48] to record and transcribe users ‘cognitive
walkthroughs’ of using deepfake personas (i.e., personas created
using deepfake technology) for a design task relative to real human
personas (i.e., actors expressing user needs). Our [ndings shed light
on the nature of the novel concept of deepfake user perception,
o [ering avenues for theorization and further empirical work on
understanding human-deepfake interaction in greater detail, pro-
viding implications on how Al technologies can be integrated into
information systems to improve UX-related goals.

The remainder of this work is organized as follows. Section 2
summarizes the existing research on deepfake user perception while
justifying the need for studying deepfake user perception within
the HCI domain. In Section 3, we explain the study methodology,
including our experimental design, participant recruitment, data
collection work [aw, and how we conducted the analysis. This
is followed by presenting the results in Section 4, which contain
multiple themes of deepfake perception based on our analysis. We
then discuss the results, including their implications for HCI. We
[nikh by pointing out limitations and directions in Section 5 for
future work regarding deepfake perception.

2 LITERATURE REVIEW

As the potential implications of deepfakes have become more evi-
dent due to progress in Al technology, there has been an increase
in research studies focused on deepfakes [45]. While most studies
focus on deepfake detection [38], i.e., developing algorithms and
models for this task, there has been a gradual rise in the number
of studies exploring how deepfakes are perceived. Despite being
a relatively novel [eltl of research, deepfake perception studies
have covered this topic from various angles using a wide range
of techniques [44]. Table 1 presents the central themes in the cur-
rent literature, particularly illustrating the strong role of detection
studies.

Understanding how users perceive deepfakes is vital since user
perceptions can have deciding consequences for using deepfakes in
various applications, including virtual reality environments, virtual
assistants, educational applications, and so on [59]. However, if
deepfakes are to be used in these applications, users must have a
positive experience with the deepfakes. Should deepfakes be per-
ceived as untrustworthy or confusing, this may result in a negative
UX and diminished acceptance of the technology. Understanding
how people perceive deepfakes might thus assist designers in cre-
ating more e [edtive and user-friendly systems and applications
that improve the overall UX [19, 31]. Thus, deepfake user percep-
tions are important as they can in [ugnce how users use and view
such technology. For example, people may be more distrustful of a
video’s content if they know it is a deepfake. However, those who
cannot di Cerkntiate between real and faked videos may be more
prone to believe and spread incorrect information [22].
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While deepfakes have received much attention due to their ability
to manipulate images, videos, and audio, which has raised concerns
about their possible misuse [69, 73], when used responsibly, deep-
fakes have several potential bene [ISIthat may give users a positive
experience [14]. For example, deepfakes can assist people with dis-
abilities by generating arti [cidl sign language, facial emotions, and
recreating the voice of those who cannot speak [11]. Deepfakes
can also enhance players’ experience in gaming through in-gaming
aids [73]. Additionally, deepfakes can be utilized for educational
purposes by enhancing learning experiences through innovative
ways [14]. Deepfakes can improve education and provide a more
personalized learning experience by producing educational content
with characters that students are more accustomed to [61]. Such
applications can make deepfakes less scary and more engaging [11].
Deepfake technology can also aid in rehabilitating people with
addictions, such as smoking. The World Health Organization has
created “Florence,” an Al-based solution that assists people with
tobacco addiction. Users can engage in a virtual dialogue with “Flo-
rence” to boost their con [dance in quitting smoking by developing
a strategy to track their progress [49]. Deepfake technology can
also be utilized in the art [elt to critique public [gires and celebri-
ties and by activists to convey their message innovatively [66]. So,
deepfakes can enhance UX in the HCI context by providing more
engaging, personalized, and immersive interfaces. A deepfake in-
terface that uses users’ faces and/or voices to create videos, avatars,
and other content may provide a personalized experience [74].

So, there are both pros and cons associated with deepfake tech-
nology. From the HCI perspective, the cons are more researched,
leaving a gap for research on the bene [islof deepfakes. One promis-
ing application area is personas; this is because personas are, by
de [nition, not real but realistic people [5]. Additionally, personas
communicate details about the user group they represent to de-
signers; this communication could take place in a talking deepfake
character which could, possibly, yield a more focused and immersive
medium for designers to learn about the persona’s needs. Finally,
as personas have been applied in multiple domains from commer-
cial to non-pro [1]54, 56, 57], increasing the potential impact of
deepfake personas for design practice.

3 METHODOLOGY

3.1 Experiment Design

The experiment followed a between-subjects design, which involves
dividing the participants into two or more groups, which are then
assigned to a treatment condition. In our study, one group was
instructed to pay attention to any abnormal features in the video
(i.e., glitches) — this was the Guided condition. The other group was
not told anything about the possibility of glitches in the videos —
this was the Non-guided condition. As we tested one male and one
female deepfake, along with one real male and real female (who
were hired actors), there were eight groups into which the study
participants were divided (2 x 2). The experiment was pilot tested
by three participants who were not included in the analysis of the
results.

Two deepfake persona videos and two videos with real people
acting the same content as in the two deepfake videos were used
in the user study (see Table 2). The two deepfake videos used in
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Table 1. Research on deepfake user perception, categorized based on the article’s emphasis as Harmful (focusing on negative
implications of deepfakes, n = 6), Detecting (focusing on deepfake detection, n = 16), Consequences (focusing on deepfakes’
rami [cations, n = 9) and Attributes (focusing on attributes of deepfakes, n = 13).

References Categories

Harmful Detecting Consequences Attributes
[4]
[21]
8]
[46]
[44]
[51]
[12]
[60]
[41]
[63]
[36]
[35]
[53]
[25]
[6]
[75]
[3]
[17]
[70]
[62]
[64]
[26]
[32]
[34]
[71]
[33]
[67]

the user study were created in a deepfake video creation system
called Synthesial (Synthesia, 2022). The personas were chosen from
a study by Carey et al. (2019). One female (Fiona) and one male
(James) persona were chosen for the study for balanced gender
representation. The two chosen personas used in Carey et al. (2019)
were transformed into a narrative form, a script in text format, and
uploaded to Synthesia as a script to be used in the deepfake video
production. The same script was given to the human actors for
recording the acted videos.

3.2 Participants

A total of 46 participants carried out the user study, of whom 16
were female (34.8%) and 30 were male (65.2%). The average age of
the participants was 37.1 years (SD = 10.4). Participant nationalities
were multiple, including Qatari, British, Pakistani, Filipino, Tan-
zanian, and Nepalese. Each study administrator kept notes about

Lhttps://app.synthesia.io/

noteworthy observations of user behavior concerning deepfakes.
In addition, the think-aloud of each session was recorded and tran-
scribed, yielding 92 transcriptions of the participants explaining
how they perceived the videos they were exposed to. Our analysis
focuses on these think-aloud transcripts, and we leave the other
datasets for future work. However, to give the reader a proper un-
derstanding of the study procedure, we describe the entire data
collection procedure in the following section.

3.3 Data Collection

Recruiting participants for the user study took place via email. In
the recruitment email, the invitees were told that we are conducting
a user study about the impact of video quality on marketing tasks,
not to reveal the real purpose of the study. The study was carried
out on university premises. Two identical workstations were used
consisting of two laptops, an eye-tracking headset, a mouse, a Sony
voice recorder, and a separate 24” display. This study focuses on
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Table 2: Still shots of (a) deepfake Fiona, (b) human Fiona, (c) deepfake James, and (d) human James from the videos used in the
user study. All videos are available in the supplementary material.

(a) Deepfake Fiona (Df)

(b) Human Fiona (Hf)

(c) Deepfake James (Dj)

(d) Human James (Hj)

analyzing the think-aloud records, leaving the analysis of the eye-
tracking data for future work.

The videos containing deepfakes and real humans were uploaded
to YouTube and run with METRIC, which is a real-time user study
and analytics system [40], equipped with in-built eye-tracking ca-
pabilities. The videos, including the deepfakes and the real humans,
are available as supplementary material?. The user study worksta-
tions were conducted by three researchers with previous experience
in conducting user studies.

To ensure consistency for participants, a detailed script was pre-
pared for the study administrators to be used in each user study
session. The script included detailed instructions on what was to
be said to the user study participants and what was to be done by
the administrator at each stage of the user study. Instructions were
read to the participants based on their condition groups. Study par-
ticipants were invited to the study according to a premade schedule
(participants could choose their preferred time as they registered),
after which they were seated at the workstation. Then, the par-
ticipant was provided with a consent form, and after reading and
signing the consent form, the participant was read the overall study
procedure based on their condition group.

Each participant was either guided to pay attention to glitches in
the video (guided group) or not (non-guided group). Then, the [rst
video shown to a participant was either a male deepfake (James)
video, a video in which a real human male (James) performed, a

Zhttps://drive.google.com/drive/folders/1Ys4VIOf74kc1By7Rm343zgCaNI9oumdc?
usp$=$sharing

female deepfake (Fiona) video, or a video in which a real human
female (Fiona) performed. Assigning a condition group to a partici-
pant was decided based on a spreadsheet where all eight conditions
were repeated in the same order for new participants.

Before watching the [rst video, the eye-tracking device was cali-
brated, after which the participant watched the [rst video. After
viewing the [rst video and [nikhing the [rst task, the participant
was guided to answer the survey where they could complete the
design task and answer questions about the video. The task and sur-
vey sessions were recorded and later transcribed. The participants
were encouraged to elaborate their thought process by speaking
out loud during the task completion and survey as much as possible;
this approach follows the ‘think-aloud survey’ method that aims
at increasing HCI understanding by asking people to voice their
thoughts while answering usability/UX questionnaires [48]. After
[nikhing the survey, the participant was read the same instructions
as the [rst time according to the participant’s condition group.
Then, the participant watched the second video, completed the task
for the second video, and answered the survey. After re-completing
the survey, the participant was thanked for participation, and asked
how familiar he/she had been with deepfakes before this study
session on a scale of 1-5, one being not familiar at all and [vd being
extremely familiar. The answer was noted, and the participant was
given a gift card as thanks.
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