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Abstract—Convolutional Neural Networks (CNNs) have previously provided unforeseen results in automatic image analysis and
interpretation, an area which has numerous applications in both
consumer electronics and industry. However, the signal processing
related to CNNs is computationally very demanding, which
has prohibited their use in the smallest embedded computing
platforms, to which many Internet of Things (IoT) devices belong.
Fortunately, in the recent years researchers have developed many
approaches for optimizing the performance and for shrinking
the memory footprint of CNNs. This paper presents a neuralnetwork-based image classifier that has been trained to classify
vehicle images into four different classes. The neural network is
optimized by a technique called binarization, and the resulting
binarized network is placed to an IoT-class processor core
for execution. Binarization reduces the memory footprint of
the CNN by around 95% and increases performance by more
than 6×. Furthermore, we show that by utilizing a custom
instruction ’popcount’ of the processor, the performance of the
binarized vehicle classifier can still be increased by more than 2×,
making the CNN-based image classifier suitable for the smallest
embedded processors.
Index Terms—model compression, convolutional neural networks, image classification, internet-of-things

I. INTRODUCTION
Convolutional neural networks (CNNs) have enabled a
significant advance in automatic image analysis, such as image
classification [1], image segmentation [2], image captioning
[3] and object detection [4]. Unfortunately, up to recently
the computational requirements of CNNs have restricted their
use to server or desktop class computers, although their
deployment to edge devices could open up a variety of new
applications [5]. In the Internet-of-Things (IoT), the network
edge refers to devices that are within immediate connection
to sensors that provide input data for the whole IoT system.
Such an edge device can be a smartphone [6], or a tiny sensor
node commonly equipped with less than a megabyte of RAM
[7].
A CNN consists of a sequence of layers, of which the most
common types are fully-connected layers and convolutional
layers. Once a CNN has been trained [8], e.g. for image

classification, the parameters and weights of the layers are
fixed for deployment to a target device. On the target device,
the process that evaluates given input data is called inference,
where the input data flows through the layers of the CNN,
providing the requested output (e.g. classification result) from
the last layer.
In terms of computation, convolutional layers consist of
repeated 2D convolutions, where the input data of the layer
is convolved by 2D kernels with common sizes of 5×5,
3×3 or 1×1 [9]. The computational effort of convolutional
layers grows rapidly as the size of input images or kernels
grows [10]. However, it has been well-known for some time
that 2D convolution can also be interpreted and computed as
a 2D matrix multiplication [11]. The inference of a fullyconnected layer is also commonly performed by 2D matrix
multiplication.
Optimization of CNN processing can be performed by
optimizing software, hardware, or both [12]. Examples for
software-based optimizations are model compression [9][13]
or reduction of arithmetic precision [14][12]. Software-based
optimizations that target convolutional layers include separable
convolution [15] and depthwise convolution [16], whereas
fully-connected layers can be optimized by weight pruning
[13]. All of these optimizations have some negative impact on
the CNN accuracy.
Reduction of arithmetic precision, on the other hand, is
not limited to separate types of layers, but can be applied
to the whole CNN. Arithmetic precision can be reduced from
floating-point to, e.g., 16-bit fixed point [12] with minimal
degradation of CNN (classification) accuracy, or by extreme
quantization down to two [17] bits or one bit [18][14] of
weight precision. When the precision of weights (and possibly
also input data) is reduced to a single bit, the CNN is
binarized. Binarization dramatically reduces the memory footprint of a CNN, as the original weights, which are normally
expressed in 32-bit floating point, can be represented with
a single bit. This evidently has an impact on the CNN’s
accuracy [18]. However, besides shrinking the size of the

TABLE I
R ELATED NEURAL NETWORK OPTIMIZATION WORKS
Work
Courbariaux et al.
[18]
Rastegari et al.
[24]
Khan et al.
[14]
ESPRESSO
[25]
Park et al.
[26]

Type
SW
only
SW
only
SW
only
SW
only
HW
SW

Conti et al.
[27]
Proposed

HW
SW
HW
SW

Optimization
Binarization
(fc layers only)
Binarization
(conv and fc layers)
Binarization
(conv and fc layers)
Binarization
(conv and fc layers)
Zero skipping,
Data reuse
(conv layers only)
Binarization
(conv and fc layers)
Binarization
(conv and fc layers)

Platform
NVidia GPU
64-bit CPU
NVidia and
OpenCL GPUs
NVidia GPU,
CPU
Nvidia GPU,
GPU simulation
HW accelerator
for MCUs
RISC-V MCU
(simulation)

network, binarization also enables CNN inference on devices
that have no support for floating-point arithmetic, such as
microcontrollers and FPGAs [19].
This paper presents a CNN for vehicle image classification
[20] that has been binarized including the weights of all
layers, as well as the input data, following the principles
of our recent work [14]. However, unlike our recent work
that concentrated on CNN inference on graphics processing
units, in this paper we focus on microcontroller-class devices
that can be found on edge nodes of an IoT system. As
the target microcontroller, we have selected PULPino [21],
which is based on the open-source instruction-set architecture
RISC-V [22], which is gaining interest in both academia and
industry.
The contributions of this paper are as follows:
• Performance and memory footprint measurements of our
binarized CNN-based image classifier on a RISC-V microcontroller, and
• Optimization of binarized CNN computations by the
custom instruction ’popcount’ found in a proposal for
RISC-V instruction set extensions [23].
The structure of this paper is as follows: Section II introduces other works related to optimization of CNNs; Section III
describes the PULPino microcontroller that we use as the
target device for our image classifier; Section IV covers the
structure and binarization process of our CNN; Section V
presents our experimental results, and Section VI concludes
the paper.
II. RELATED WORK
This section describes previous works related to acceleration
of CNNs, some also considering acceleration by hardware.
Table I presents a summary of these works and the target
platforms they consider.
Binarized neural networks (BNN) were originally introduced in [18]: network weights and activations are restricted
to +1 and −1, which enables replacing multiplications and
additions with bit-wise operations. Experiments have been

performed on MNIST and CIFAR-10 datasets. The authors
demonstrate a speedup of 7× for a multi-layer perceptron
network trained for MNIST handwritten digit classification.
Experimental results are limited to GPU acceleration of binarized fully-connected layers.
Somewhat later the binarization optimization was extended
to the large-scale ImageNet image classification challenge
[24]. The authors of [24] concentrate on CPU targets and
report up to 58× execution time reduction on 64-bit CPUs
for binarized convolution and fully-connected layers. Also, the
authors claim an accuracy improvement of 16% compared to
[18] in the ImageNet top-1 classification challenge.
Our previous work [14] was among the first ones to present
GPU acceleration of both binarized convolution and fullyconnected layers. Experimental results are presented for two
mobile GPUs (NVidia Jetson and ARM Mali-T860), as well as
for a desktop GPU (NVidia GTX1080). Layer implementations
have been written from scratch in OpenCL and CUDA and
made available open source. Additionally, the accuracy impact
of various input image binarization approaches are analyzed.
In [25] a self-contained library ESPRESSO for binarized
neural networks is presented. The library provides layer implementations in C and CUDA for both CPU and NVidia
GPU targets. ESPRESSO [25] uses an optimization called
unrolling (similar to im2col used in our previous work [14] and
the proposed work) for reshaping tensors prior to computing
convolution.
Optimization of CNN convolution operations is studied in
[26]. The authors have observed that Winograd convolutions
can involve a high number of multiplications by zero, especially if weight pruning (see, e.g. [13]) has been applied. This
redundancy is avoided by skipping zero weights by a softwareonly and by a hardware-assisted approach. Additionally, the
authors present a data reuse approach for reducing the number
of additions. Both optimizations target NVidia GPUs.
In [27] the XNOR Neural Engine (XNE) is presented, a
hardware accelerator for binary neural networks to be closely
coupled with an MCU (micro controller unit) system. The
XNE is capable of executing both binarized convolutional and
fully-connected layers. The authors provide post-layout results
where the accelerator has been placed on the same chip and
same clock domain with a RISC-V microcontroller that acts
as the host processor for the accelerator.
The proposed work is similar to the work of Conti et al.
[27] in the sense that both consider an IoT edge computing
scenario, build on binarized CNNs, and consider RISC-V
MCU cores. However, a substantial difference is that the XNE
accelerator of [27] is a dedicated datapath for CNNs next to the
MCU core, whereas our proposed solution builds on a basic
microcontroller architecture with just one custom processor
instruction (’popcount’) for accelerating BNNs. Evidently, the
specialized circuit of [27] can achieve much higher energy
efficiency than our proposed solution, whereas our solution
only requires a tiny modification to a basic RISC-V MCU
system, and otherwise remains very generic and capable of
accelerating other types of applications as well.

set (10%) and a test set (10%). Our test-set accuracy reports
are the recorded accuracy reports that correspond to the best
validation set accuracy.
B. Neural Network Binarization
Fig. 1. From left to right, a ’bus’, ’normal car’, ’truck’, and a ’van’.

III. THE PULPINO RISC-V PROCESSOR FOR IOT
APPLICATIONS
RISC-V is an open source instruction set architecture (ISA)
that is gaining interest in both academia and industry [22]. The
ISA is open and standardized, such that it is free to use for both
academia and industry. To promote adoption of the new ISA,
another goal was to design a modern ISA: it is designed in
a modular way by providing a small base instruction set with
optional extensions. Additionally, certain instruction opcodes
are reserved for custom extensions. This flexibility allows to
design RISC-V processors that are customized for special
workloads, which makes the ISA interesting for specialized
IoT devices.
While the open standard is just referring to the ISA itself and
not any micro-architecture, the community around RISC-V has
provided many open-source cores. An important motivation
for open hardware is security, especially with recent microarchitecture bugs Spectre and Meltdown appearing in popular
media [28][29]. Kerckhoff’s principle and a long history of
research suggests that open systems provide certain advantages
over closed systems in terms of security [30][31][32].
The Parallel Ultra-Low-Power (PULP) project has developed several RISC-V-based microcontrollers that are suitable
for IoT applications [21]. The PULPino is particularly suited
for low cost, low power tasks, because it is a simple in-order
single-core microcontroller with many configuration options.
Due to these advantages, the custom processor used in this
work was derived from the PULPino-based SoC (System-onChip).
IV. NEURAL NETWORK DESIGN
A. Network for Vehicle Classification
The neural network model we use is that of the vehicle
classifier network presented in [20]. The network has five
layers in total, starting with two convolutional layers, each
one with 32 output feature maps, and kernel sizes 5×5. Each
of the convolutional layers is followed by a 2×2 maxpooling
operation. The second convolutional layer is followed by three
fully-connected layers. The first fully-connected layer (the 3rd
layer in the network) has 100 neurons, resulting in the shape
24×24×32×100. The two layers that follow have shapes
100×100, and 100×4, in that order.
The dataset we use for training the network has 6555 photos
of vehicles from four categories: bus, normalcar, truck, and
van. Each vehicle image is a full-color image of size 96 × 96.
Example images from each class in the data set are shown in
Fig. 1. We split the data into a training set (80%), validation

We implement a binarized version of the vehicle classifier
network introduced in [20] reducing the precision of CNN
weights and their activations to 1-bit. This concept was first
introduced in [18], with reports of substantial reductions of
model execution time and size. In this work, we replace all
ReLU activations in the network with the sign function, which
is given as
(
−1 if x ≤ 0
sign(x) =
(1)
+1 if x > 0
We binarize the weights of the network using the sign function
as well. During training, the gradient of sign activations are
explicitly defined to be the identity function in the backward
= x. The full-precision version of
pass so that ∂sign(x)
∂x
the network (non-binarized) is trained using the RMSprop
optimizer, and the binarized version is trained with the ADAM
optimizer. For the binarized version of the network, only the
binarized weights, where all have a value of either −1 or +1,
are used for inference on the target device. The network is
trained from scratch using binarization in a separate training
process. It would also have been possible to quantize the
network to ternary values [17] (or even higher 8- or 16bit precision), but that would have multiplied the memory
footprint of the solution compared to binarization.
We use the terms packing or bit-packing to denote the
encapsulation of an array of 1-bit values (+1’s and −1’s) into
one 32-bit unsigned integer. For example, if we wish to pack a
32
vector x ∈ {−1, +1} , its packed representation, xp , is given
by
xp =

31
X

(xi + 1)2i−1 ,

(2)

i=0

where xi is the ith element of x. This then allows operations
such as vector-summations and dot products to be performed
using binary (bit manipulation) operations. The dot-product,
for example, can be represented as
a·b = 32 − 2 × popcount(xor(A, B)),

(3)

where both A and B are 32-bit unsigned integers holding
32
the packed representations of the vectors a, b ∈ {−1, +1} .
The operation ’popcount’ (also known as Hamming weight
calculation) is a function for computing the number of bits set
to 1, which can essentially simulate vector summation. The
operation xor in Eq. 3 is the bit-wise ’xor’ operation.
C. Acceleration by Bit Manipulation Instructions
Looking at Eq. 3 we see that both ’xor’ and ’popcount’ are
used in inference of binarized CNNs to perform an operation
that emulates multiplication for packed weights; this means
that both for fully-connected and convolutional layers ’xor’

and ’popcount’ are in heavy use and offer a clear optimization
target.
The hardware implementation of ’xor’ can be found on any
programmable processor, whereas a hardware implementation
for ’popcount’ is mostly available on graphics processing units
or CPU SIMD extensions such as ARM NEON. For our target
processor, the PULPino microcontroller, the base ISA does
not include ’popcount’ – this instruction is only present in
the bit manipulation extension of RISC-V that is still under
development [23].
In our experiments, in cases where the target processor did
not have a hardware instruction for ’popcount’, the LLVM
C language description1 shown in Algorithm 1 was called
through builtin popcount().
Algorithm 1 LLVM ’popcount’, i.e. Hamming weight
int32 popcountsi2 (int32 a) {
uint32 x = (uint32) a;
x = x − ((x >> 1) & 0x55555555);
x = ((x >> 2) & 0x33333333) + (x & 0x33333333);
x = (x + (x >> 4)) & 0x0F0F0F0F;
x = (x + (x >> 16));
return (x + (x >> 8)) & 0x0000003F;
}

V. EXPERIMENTS
The experimental evaluation of this work consisted of
two parts: 1) evaluating the effect of the software-based
binarization optimization for our image classifier, and 2)
evaluating the effect of the ’popcount’ custom instruction on
the binarized classifier. Unfortunately, as our ultimate target
platform was the PULPino microcontroller for IoT devices,
it was not possible to benchmark the original non-binarized
vehicle classifier on this device as it has no hardware support
for floating point computations. Hence it was necessary to use
two different target platforms to complete our experiments,
and these platforms are summarized in Table II.
The ARM Cortex A53 core is a powerful mobile processor
and in our experiments the processor was used under Linux
for benchmarking a C language implementation of the original
vehicle classifier [20], as well as for the C language implementation of the binarized vehicle classifier.
Experiments on the PULPino microcontroller platform were
performed in a simulation environment, which is described
next.
A. The ETISS Simulator
The RISC-V ISA is still in a phase of development, as for
example the specification is not officially standardized yet.
Still, the central components of the specification have matured
and have been used to fabricate various chips such as the
SiFive FE310 SoC [33]. The application being evaluated in
1 https://github.com/sifive/riscv-llvm/blob/master/compilerrt/lib/builtins/popcountsi2.c

this work however requires the bit manipulation instruction
extension (’B extension’) of the RISC-V ISA. This extension
is still in active development [23] and not part of the current
specification. Therefore, there is no RISC-V chip available
that could be used for evaluating our results, however an
alternative way to estimate the performance gain achievable
through custom instructions is by simulation.
An RTL (Register-Transfer Level) hardware simulation
would not be suitable for fast prototyping as the microarchitecture should be modified to enable the execution of
the chosen custom instructions. Additionally, for a timeconsuming workload such as our CNN application, the RTL
simulation time would be prohibitively high.
The Extensible Translating Instruction Set Simulator
(ETISS) focuses on extensibility [34] to support fast prototyping. As ETISS already supports the standard RISC-V base instruction sets, contains a virtual prototype of the PULPino [21]
SoC, and allows profiling the application execution time, the
use of this simulator was a natural decision our binarized
image classifier application.
B. Implementation of the Popcount Instruction
As the PULPino virtual prototype of ETISS currently only
supports the RISC-V base ISA, a temporary modification of
the virtual prototype was required to enable profiling with
support for ’popcount’. From ETISS execution traces it was
discovered that the ’xori’ instruction of the RISC-V base ISA
remained almost unused throughout the whole execution of the
binarized vehicle classifier. Therefore, in the PULPino virtual
prototype the functional description of ’xori’ was modified to
provide alternative functionality, i.e. ’popcount’, toggled by
the value of the 2nd instruction operand.
In the software implementation of the binarized vehicle
classifier, the calls to ’popcount’ were then replaced with inline
assembly calls to ’xori’ with the specific operand value that
would invoke ’popcount’ behavior.
C. Execution Time and Memory Footprint Analysis
Table III shows the experimental results for both A53 and
PULPino. From top to bottom the table rows report execution
time on A53, execution time on PULPino, data memory
footprint, PULPino instruction memory footprint, and CNN
classification accuracy.
Looking at the A53 results it can be seen that binarization
alone reduced the execution time by more than 80%, and
dropped the data memory usage close to 95% when compared
to the original floating point C version.
Acceleration by the hardware ’popcount’ instruction reduced the computation time of the binarized vehicle classifier
by around 55% on the PULPino platform, and also reduced
the instruction memory footprint by around 2 kB. The reason
for the 55% reduction in execution time can be seen from
Table IV that shows the count of executed instructions on the
PULPino platform for the binarized vehicle classifier with and
without the hardware ’popcount’ instruction: the code version
that calls the hardware ’popcount’ instruction has respectively

TABLE II
P LATFORMS USED FOR EXPERIMENTS .
Tag
A53
PULPino

CPU
ARM Cortex A53 (1416 MHz)
PULPino (33 MHz)

Platform type
Silicon SoC
Virtual prototype on ETISS

TABLE III
E XECUTION TIME , MEMORY FOOTPRINT AND ACCURACY
Application version
Arithmetic
A53 Execution time
PULPino Exec. time
Data Memory
Pulpino Instr. Memory
Accuracy [14]

Baseline
float32
0.362 s
7.2 MB
97.09%

Binarized
int32
0.057 s
2.62 s
369 kB
21 kB
92.52%

Bin+pop
int32
1.18 s
369 kB
19 kB
92.52%

55% less executed instructions. This is because if there is no
hardware support for ’popcount’, the functionality must be
implemented by means of several regular instructions, which
can be seen in increased execution counts of ’srli’, ’and’,
’sub’ and ’add’ instructions for the binarized version without
the hardware ’popcount’ instruction. Algorithm 1 shows that
these instructions are needed for the software implementation
of ’popcount’
The accuracy results shown in Table III are identical to our
previous work on binarization that targeted graphics processing units [14].
VI. CONCLUSIONS
In this paper we have presented a convolutional neural
network based vehicle image classifier that has been optimized for real-time execution and small memory footprint
by a technique called binarization. We show that by using
’popcount’, a custom instruction in our target processor, the
runtime of the binarized image classifier can be reduced by
55%. This result is important due to the fact that ’popcount’
has been proposed to be included to a standardized instruction
set extension (’B extension’) of the recently introduced open
source RISC-V instruction set architecture. Besides RISC-V,
’popcount’ is already supported in graphics processing units
and e.g. in the NEON SIMD extension of ARM processors.
Our work shows that the software-based binarization transformation coupled with the hardware-based ’popcount’ instruction yields an extremely powerful combination for optimizing inference of convolutional neural networks. Together,
the memory footprint is reduced by close to 95%, and execution time is reduced by a magnitude while maintaining an
acceptable loss in accuracy. As a results, image classification
is performed in 1.18 seconds on the tiny 33 MHz RISC-V
microcontroller that is well suited for IoT applications.
As binarization inevitably reduces classification accuracy
(most clearly on larger datasets), a potential step for improving
2 ’popcount’

implemented as ’xori’ alternative behavior

Compiler
g++ 5.4.0
riscv32-unknown-elf-gcc 7.1.1

Operating System
Linux Firefly 4.4
n/a

TABLE IV
N UMBER OF E XECUTED I NSTRUCTIONS
Instruction
name
lw
lbu
addi
slli
popcount/xori2
srli
srai
ori
andi
sb
sh
sw
add
mul
sub
sll
slt
xor
or
and
bne
blt
bge
bltu
jalr
jal
csrrw
Total

Binarized
int32
8797430
272
6372539
2801668
4
16510241
4
1
3302062
268
4
782165
16704267
0
3670893
18632
2553032
3302048
2451656
13208192
3232555
0
370058
4
39
57
1
84078092

Bin+pop
int32
8797417
272
6354083
2801668
3302052
1
4
1
14
268
4
782109
3496013
0
368845
18632
2553032
3302048
2451656
0
3232555
0
370058
4
39
57
1
37830833

accuracy would be the adoption of heterogeneous bitwidth binarization [35]. This approach degrades accuracy considerably
less than full binarization, already when on average 1.4 bits
per weight are used [35].
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